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ABSTRACT 

Current resource management systems do not provide a way to use measure- 

ments taken from an application's execution on one computer to predict that appli- 

cation's performance on another computer. More details are needed in both their 

application and resource models in order to make this prediction. However, very de- 

tailed models are also not desirable. Models that are too detailed incur unnecessary 

overhead when values corresponding to the detail are being obtained; they are sub- 

ject to higher variances; and the benefit of computing schedules using them may be 

outweighed by the time required to compute those schedules. 

This thesis proposes a model that balances the level of detail, and therefore the 

quality of their predictions of resource usage, against the cost of computing schedules. 

To assess the quality of the proposed model, an application emulator was designed, 

built, and used. 

The results from running the application emulator demonstrated that the pro- 

posed model is able to predict the relative resource usage of an asynchronous appli- 

cation that has substantially more computation requirements than communication 

requirements. However, an even more detailed model is needed to successfully pre- 

dict resource requirements of both synchronous and communication-intensive appli- 

cations. 
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I.        INTRODUCTION 

This thesis investigates the circumstances under which a particular model (de- 

scribed below), with a simple analytical solution, can be used to allocate resources 

in a restricted distributed environment. Most schedulers in today's resource man- 

agement systems either (i) require every program that is to be scheduled to have 

previously been executed on every machine on which it could be scheduled, or (ii) 

completely ignore architectural and operating system differences between the various 

platforms. That is, these resource managers do not infer expected execution require- 

ments on one machine from known execution requirements on another, no matter how 

similar or different the machines are from one another. The schedulers of the first 

type will refuse to assign an application to a machine on which it has not previously 

executed, even if the machine is identical to one on which the application has pre- 

viously executed. The schedulers of the second type assign applications to machines 

based solely on the number of applications that have already been assigned to those 

machines, completely ignoring the widely varying resource requirements of different 

applications. This thesis examines a model which will permit a resource manager's 

scheduler to use information about architectural and operating system differences 

between machines as well as requirement differences between applications. However, 

this problem is large, hence, in this thesis we have chosen to restrict the environment 

that we consider to one that has the following attributes: 

• All machines contain identical (according to manufacturer specifications) moth- 
erboards that house pentium processors, and which will, at any one time all 
run the same operating system (OS), either Linux Kernel 2.0.32 (Linux) or 
Microsoft Windows NT Workstation 4.0 (NT 4.0); 

• All machines are connected by a local area network; 

• Each application consists of n inter-communicating processes, each of which 
executes within a Java Virtual Machine (JVM); 

• Each of the n processes consists of 2n — 1 threads: 



1. One computational thread that does not communicate with any thread 
in any other process and does no reads from, or writes to, disk; 

2. One output thread, for each of the other n - 1 processes, whose sole job 
is to relay information to that other process, and; 

3. One input thread associated with each of the other n-1 processes, whose 
sole job is to obtain input from its corresponding output thread in the other 
process. 

• The following information is known prior to execution of each process: 

1. The expected (mean) total computational time of each computational 
thread for each OS. 

2. The mean number of messages passed between each pair of processes. 

3. The mean size of the messages transferred between each pair of processes. 

4. The average throughput between processes on the same machine and be- 
tween processes on any pair of machines for each OS. 

5. Which OS is currently executing on the machines. 

• There are no applications, other than the multi-process Java applications, 
executing on the suite of machines. 

• All processes run either in a completely synchronous or a completely 
asynchronous mode: 

Completely synchronous is where a group of processes are operating in 
lockstep fashion, each process waiting for all others to reach a certain 
point, at which time all of the processes of the group continue. 

Completely asynchronous is where each process operates independently 
from every other so that changes of state in one process are not neces- 
sarily time-related to changes of state in other processes. 

The first section of this chapter describes the resource allocation, or schedul- 

ing problem in general. In it we attempt to motivate why a simple model, such as 

the one examined in this thesis, may be more preferable to a more detailed one. Our 

second section outlines, in general, the trade-offs that must be considered when deter- 

mining the model to be used for computing a schedule. The third section describes 

examples of the sets of applications that correspond to the investigated execution 

environment. The final section outlines the organization of the rest of the thesis. 



A.     SCHEDULING 

In order to work effectively, scheduling, which is a very important part of most 

every aspect of life, requires that the goals be known to a scheduler. In the Navy, 

officers must manage people in a way that ensures that they will complete all of their 

various tasks. These tasks may include training of a division, repair of equipment, 

or departmental work. To ensure completion of all of these tasks, the officer must 

assign these tasks to personnel. In order to do this, the officer must consider the goal 

that is to be accomplished. Does the officer want the highest quality job, regardless 

of how long it takes or simply that the task is completed in the shortest amount of 

time, regardless of the quality of work? Usually the two goals must be balanced. 

To illustrate the need for sufficient information, consider the following scenario. 

An officer has three jobs that need to be completed. Additionally the officer is in 

charge of three people and schedules their work. The officer could give each person a 

job without regard for priority, skills, or order. Alternatively, if the officer knows that 

fireman Jones, the most junior person, has never done one of the jobs that is a high 

profile task, which must be done both quickly and with a significant degree of quality, 

the officer may decide to assign the job to a more appropriate person. However, even 

if Petty Officer Smith is the best at performing all tasks, the officer may not assign 

them all to her because she would not have time to complete all of them. 

The scenario presented is a very simple one, but shows that, in scheduling, 

we must consider both affinity of tasks for resources and current loads on resources. 

There are many things that contribute to the decisions made during scheduling. When 

scheduling people, good assignment algorithms may consider many qualifications of 

the worker such as experience, training, and the workload already assigned to each 

person. Additionally, different jobs may require different equipment. For example, 

one job may require a special meter. The assignment algorithm may then need to 

know when such a tool is available. If the best tool is not available, perhaps the next 

best tool could be used. With the next best tool, it will take longer to do the job and 



this must also be considered. An algorithm must decide whether to wait for the best 

tool or to start the job immediately using the next best tool. 

Just as in scheduling people to perform jobs, scheduling computer resources 

to perform tasks is a difficult problem. In fact, scheduling resources is one of the 

most difficult tasks that today's operating systems (OSes) perform. Programs require 

resources located within the machine they are executing on. The operating system 

manages these resources and removes the burden of scheduling from the user. For 

example, it transparently determines which program will use the central processing 

unit (CPU) every few milliseconds. In addition to performing the CPU scheduling, 

it also determines which program will use the network at a given instance. These 

decisions made by the OS happen so quickly, and are so numerous, that it would be 

impossible for humans to make them. We therefore rely on algorithms within the OS 

to handle the task of scheduling. 

In the realm of interconnected or networked machines (i.e. distributed sys- 

tems) we see an even larger scheduling problem. Companies now own many com- 

puters, not just one mainframe, and these computers are distributed among many 

buildings. At any given time, any computer may be in use or idle. Scheduling the 

use of these machines is important when there is contention for resources. With the 

decreased cost and increased capabilities of microprocessors, it is cost effective to 

purchase a separate computer for every person, however, with the proliferation of 

networks and information, resource sharing and machine or server sharing of many 

different types has become important. 

Applications are also being distributed. For example, an application may be 

written to perform the same calculations on many separate pieces of data. Each piece 

of data can be sent to a different machine and processed. If multiple machines are 

available, each can run the same program on different pieces of data simultaneously. 

The time to complete all of the work, in that way, may be less than if each piece of 

data was sequentially processed on a single machine. Being able to distribute such 



applications over many machines* depending upon availability, enhances both fault 

tolerance and performance. 

Many businesses are beginning to realize how wasteful the manual scheduling 

is that they are still using. For example, NASA's Earth Observing System (EOS) 

downloads terabytes of data daily. This data must be processed into four different 

layers of information. Each layer is processed for a specific set of user types and 

each layer has different requirements. Scheduling the applications and resources to 

process this amount of data, daily, cannot be done manually. As another example, in 

the military there are still many time-critical programs, such as radar processing and 

weapons control, which, as they are transitioning to commercial-off-the-shelf (COTS) 

hardware and software, will require wise allocation of computational resources. It 

would be much more efficient to use a resource management system (RMS) to man- 

age these distributed resources and applications much the same as an OS manages 

the resources on a single machine. These RMSes will schedule the execution of pro- 

grams on various networked machines. Ongoing research addresses the problem of 

designing ways to manage these distributed resources, just as OSes now do a good 

job of managing local resources. 

As RMSes are integrated into daily life, information will be required to feed 

the RMS schedulers so that the schedulers can perform their tasks. This data must be 

partitioned into the right "size" pieces that the schedulers can "digest." Granularity 

is the relative size, scale, level of detail, or depth of penetration that characterizes an 

object or activity. It may help to think of it as: which type of "granule" are we looking 

at? It can refer to a level of a hierarchy, to a fineness of detail, or to an amount of 

information that is supplied in a description. Its meaning is not always immediately 

clear to those unfamiliar with the context in which it is being used. For example, 

in describing a car's tires, a coarse description may be to say that the car has four 

tires. The description of the size of the car's tires adds more detailed information 

and is fined grained compared to just saying that the car has four tires. We could 



alternatively say that the car has four tires of a4 specific size and made by a specific 

manufacturer. The information is now even more fine grained. These descriptions are 

relative. The more fine grained the information, the more "accurate" the description 

is, however, there is also "more" to the description, thus, there are more pieces that 

must be considered. 

Accurate, fine grained information about resource capabilities and task re- 

quirements can improve scheduling. For example, consider scheduling many people 

to complete a large amount of work. Using fine grained information, we could gen- 

erate a perfect schedule that matches just the right person to just the right job, 

ensuring that the perfect tool for each job is used. However, it may take 5 days to 

plan this all out. If this schedule is for only a single day's work, this will not be 

efficient enough. Even such a perfect schedule might not account for uncertainties of 

the fine grained information, such as if a piece of equipment fails or if someone takes 

slightly longer than expected to complete a task. 

A perfect schedule is not always what is desired, as is illustrated in Figure 1. 

We may only want to know just enough information so that the work for the next 

day can be scheduled in a timely manner. In Figure 1, schedule A requires SA 

amount of time to calculate the schedule and WA amount of time to perform the 

work. However, schedule B requires SB amount of time to calculate the schedule 

and WB amount of time to perform the work. Comparing the two, schedule A takes 

longer to compute, but the work, WA, takes less time than WB. However, we see 

that schedule B actually completes before schedule A would. Thus we see that the 

overhead of calculating a better schedule may not always outweigh the benefits of a 

shorter "work-time." The same philosophy must be applied to scheduling distributed 

resources. Sometimes we would like to schedule the execution of applications in a way 

that minimizes the total time, including the time to calculate the schedule, the time 

to execute the schedule, and the overhead required to gather the information about 

the resources and tasks to be completed. 
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Figure 1. Comparing Schedule Time to Work Completion Time 

Even though we have said that the perfect schedule is not always desired, there 

are situations where more effort should be imparted to determine a schedule. At times 

we may use a lot of information or use a more complicated method for calculating 

and take a little more time to determine the schedule. For example, in planning, if 

we know that in the future the load on our resources is going to be very heavy, we 

may be able to take extra time and create a better schedule for these applications in 

order to minimize the time it takes to complete all of the tasks, thus, planning more. 

But on a daily (hourly or minute) basis this may not be practical and so we would 

use less information and calculate the schedule more quickly, thus, planning less. 

The ability of a system to recalculate a schedule is another important factor. 

In many environments, there may be situations where the availability of personnel 

and equipment change dynamically. Needs change as do priorities. These variants 

determine how frequently we would need to compute or recompute a schedule. If 

a high priority job is using a piece of equipment that fails, a new schedule would 

need to be calculated immediately, especially, if the replacement piece of equipment 

is affecting other jobs.   However, a lower priority job in the same situation may 



not cause immediate schedule changes. Such jobs may instead be re-queued and 

rescheduled during the next regular schedule time. The priority of jobs will influence 

the frequency of scheduling and/or rescheduling. 

Scheduling distributed computer resources and applications, just like schedul- 

ing personnel, is an important and difficult problem. Ongoing research is addressing 

the problem of designing ways to manage these distributed resources. Using fine 

grained information, we can generate perfect schedules. However, a perfect schedule 

is not always desired. An imperfect schedule may use less fined grained information 

and take less time to obtain, but it may be sufficient to meet all of the required and 

desired Quality of Service (QoS) constraints and preferences. However, there may be 

instances, such as in planning, where more effort should be focused on determining 

schedules. 

B.     DETERMINING AN APPROPRIATE MODEL 

A schedule is determined by using an algorithm that embodies a policy. A 

policy is a definite course of action selected from among alternatives to guide and 

determine present and future decisions. In order to determine which particular policy 

to instantiate from a set of possible policies, we need to have a mechanism with 

which to compare policies. For any given instance, we could try all possible policies, 

determine the "best" policy based on a measure or metric to be optimized, and 

compare the results, thereby always using the "best" policy. We will show that 

scheduling this way is not adequate for dynamic changing environments. A much 

more efficient approach would be to use models of the system to compare policies in 

general. Although we would not be assured of always using the best policy this way, 

doing so provides a feasible approach that is quite commonly used. In this section 

we discuss how a modeler might go about obtaining the appropriate model to use for 

comparing policies. 

We start this section with a definition of what a model is and how models are 



used to compare policies. The definition is then exemplified using a bank analogy. 

The next section discusses a method for comparing the output of a model, thus, 

comparing policies. In order to ensure that the policies correlate with reality, we next 

discuss validation methods. How to choose the appropriate model to fit the scheduling 

method is then outlined. Considerations must be made for the time the scheduling 

algorithm takes for calculating a particular schedule. The model heavily influences 

both the amount of time required to compute a schedule as well as the quality of the 

schedule produced. The next section presents an approach that is commonly used 

for selecting a model to match the desired scheduling performance. Finally, the set 

of input parameters that should be used in a model, along with their sufficiency, are 

discussed. 

1.      Models 
So far we have discussed granularity and how it can affect scheduling. A model 

is an abstraction of reality that can be described by a physical representation or in 

the form of mathematical or logical relationships. A model is defined by its choice of 

input distributions and simplifying assumptions. For example, a model of a network 

may assume that the failure rate is 0, that latency is always 2 sec, and throughput 

is normally distributed around 10 Mbits/sec with a variance of 2 Mbits/sec. Models 

are used to compare different policies. Output values are analyzed, according to some 

metric, to determine which policies are better than other policies. The model must 

be validated against reality in some way. 

As was stated previously, we want to use a model to compare two or more 

policies according to some metric. Figure 2 shows an example of a model, a set of 

policies, and performance attributes used to compare policies. The model is of a bank 

that has 5 branches throughout the city. The bank uses automated teller machines 

(ATMs) to support its customers. In order to meet the demands of its customers, the 

bank is trying to decide where to install 10 ATMs at its 5 branches. The number of 

ATMs that are to be installed at each branch defines a policy. By varying the number 



Model: 
A very large bank with 5 branches 
throughout the city. Arrival rate of 
Customers is a Poisson distribution with 
non-zero moment. Service time (time 
customers use the ATM) is a Poisson 

distribution with non-zero moment. 

Policies: 
How to distribute 10 automated teller 
machines (ATMs) among the 5 branches. 

Measure to be optimized: 
Minimize the time that customers wait 
in line to use an ATM. 

Figure 2. Example of Model, Policies and Measure. 

of ATMs at the branches, we change the policy. The right policy, i.e., the number of 

ATMs that will be installed at each branch, will be based upon a metric or measure 

that is used to compare the policies. The example metric that we are using is that 

of minimizing the time a customer waits in line for an ATM. Specifying the input 

sets of a model, within the limits or boundaries of a policy, will provide distributions 

on the output. By analyzing these results, using the metric of interest, policies can 

be compared, and the modeler can then determine whether one policy is better than 

another policy. 

After the policy (or set of policies) has been defined, we can run simulations, 

or obtain analytical closed-form or iterative solutions (see next section) and measure 

one of several performance measures. Distributions of performance attributes for 

different policies are compared. This comparison will identify those policies for which 

the distributions differ significantly. Many methods exist for comparing distributions. 

10 



One example is the x2 Goodness of fit test. This test compares a distribution of 

data to a known distribution, or another set of data, and determines whether the two 

are the "same" up to a confidence percentage. This confidence percentage is a 

measure indicating how closely the two distributions are correlated. It is a threshold 

of how sure we want to be if and when we say that two distributions are the "same." 

The details of this test can be found in many references [Ref. 1]. 

Once the data have been collected, and the policies evaluated, based on a 

comparison of these data, the modeler must determine whether these results are 

correlated with reality. All of the simulation and collection of data will mean nothing if 

they cannot be used to accurately predict real performance. Validation is concerned 

with determining whether the model is an accurate representation of the system 

under study, i.e., reality, and is something that should be done throughout the entire 

modeling process. A model can only be an approximation to the actual system, thus 

there is no such thing as an absolutely valid model. The model should always be 

developed for a particular set of purposes. 

The most definitive test of a model's validity is establishing that the output 

data closely resembles the output data that would be expected from the actual system. 

If a scaled down version of the actual system exists, then a scaled down model of 

the system should provide highly correlated output data compared to those of the 

existing system itself. That is, if the set of data from the model and the scaled down 

version correlate within the required accuracy, then the model of the existing system 

is considered "valid." 

2.      Choosing a Good Model 

Figure 3 demonstrates that there are many approaches that can be used to 

determine schedules. The goal of scheduling in an RMS is to obtain a mapping of 

a set of applications to a set of machines and an ordering of these applications that 

optimizes some metric. An example metric that we used in this thesis is minimizing 

the time that the last task, of a set of tasks, takes to complete.   Determining the 
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Figure 3. Scale of possible ways to schedule 

perfect schedule for a set of tasks may require actually executing the tasks on all of 

the possible combinations of machines several times, computing the average of the 

completion times, and selecting the schedule that performed the best on average. This 

approach, which corresponds to the top of Figure 3, would only be viable in a limited 

set of circumstances and, even then would only be useful for planning. This approach 

requires complete knowledge of which applications will be requested at what time. 

Also, we must know exactly which resource set will be available. This approach is 

clearly impractical in most circumstances where the set of tasks to be executed or 

resources available, or both, changes dynamically. 
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A better method for calculating a schedule most of the time would be to 

perform a simulation of the various schedules. Simulation could use very complex 

and accurate models for both the equipment and applications or very simple ones. 

The level of model detail affects the length of time to compute a schedule. The 

modeler must determine which aspects of reality actually need to be incorporated 

into the model and which can safely be ignored. 

Figure 4 demonstrates a process that the RMS designer can use to determine 

how detailed their model should be as well as whether they need to use simulation. 

Often, a set of equalities and inequalities can be derived from a model. Many times 

there is a closed-form solution to these equations (and inequalities) and thus, as the 

first decision diamond illustrates, analytical solutions may be used to determine a 

good schedule. This method is very fast, however, if there is no closed-form solution 

there may still be an iterative solution that converges. Iterative methods are not 

as fast as closed-form solutions. However, an iterative approach is still much more 

practical than actually running all possible combinations of the real programs. 

If a model has neither a closed-form solution nor one that converges, the 

modeler must then refine the model. The modeler must determine whether the model 

should be simplified to one that has either a closed-form solution or one that converges. 

If so, then the modeler will go back to the beginning and try again. If such simple 

models do not correlate to reality, however, the modeler will need to use discrete event 

simulation (DES). 

If DES must be used, then the modeler must decide whether to use a determin- 

istic or Monte Carlo simulation. When a deterministic DES is used, the simulation 

is executed for a finite number of input sets and the modeler makes a decision based 

upon the output. If there are an infinite number or even a very large finite number 

of input values that would require too much simulation time, then a Monte Carlo 

simulation is sometimes required, though other alternatives are sometimes available. 

For example, when Texas Instruments tests its chip designs for stuck-at faults, they 
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Figure 4. Pathway to selecting a model. 

cannot afford the time (years) to test for all possible inputs. Instead, they have de- 

veloped theoretical methods that allow them to identify a small set of inputs which 

reveal a large percentage (greater than 95%) of such faults. However, when the in- 

put set is very large and such domain-specific techniques are not available, Monte 

Carlo simulations must be used. A Monte Carlo simulation causes input values to 

be selected according to the model's input parameter distributions. Because a Monte 

Carlo simulation uses distributions, it will need to be run multiple times in order to 

get a statistically valid result. 

Even if a model uses either a closed-form solution or an iterative approach, 

it will not be sufficient unless its results are highly correlated with reality. If these 

methods produce results that do not match reality, then they are not good models. 

Comparing these methods with reality requires the definition of a measure to deter- 

mine when the results are "good enough." The measure of importance to us will be 
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covered in chapter III. Because comparison with reality may invalidate the use of a 

particular model, determining the proper model is itself is an iterative process. 

C.     APPLICATION MODEL APPLICABILITY 
The class of applications that fit the model in the introduction is large, al- 

though, it does not cover all applications. In this section, examples of classes of such 

applications are described. Additionally, an example of a class of applications that 

do not fit the model is given. 

When describing the example application classes, both existing programs and 

programs that can be expected to be written in the near future are included. The 

two example application classes that we describe are parallel discrete event simula- 

tion and physical and biological problems that are solved using iterative numerical 

methods. Both of these large application areas are currently being used in both fully 

synchronous and fully asynchronous modes. In the fully synchronous mode of discrete 

event simulation, processes synchronize with each other's virtual time. In the fully 

synchronous mode of iterative numerical methods programs, processes execute in a 

lock step mode, exchanging updated values after each iteration. Asynchronous dis- 

crete event simulation is known as the time warp paradigm [Ref. 2] [Ref. 3], where 

each process simulates at its own rate, rolling back in virtual time only if it receives 

an event in its past from another process. The asynchronous version of the numerical 

methods applications leverages the fact that many of these numerical algorithms will 

converge quickly even if many processes are using some values from previous itera- 

tions. Although not all of the programs in both of these classes have been ported to 

a multi-threaded implementation of Java, as both the speed of interpreters and the 

speed of processors continue to accelerate, it is quite clear that such applications will 

soon be written. 
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D.     ORGANIZATION 

Chapter II of this thesis will discuss related work in the area of resource man- 

agement systems for distributed computing systems, and in particular, their con- 

tribution to the area of scheduling. It also discusses some other recent research in 

distributed computing which is relevant to this thesis. Chapter III discusses our an- 

alytical model and our emulator, which we use for validation. The description of our 

approach is followed by chapter IV, which presents our experiments and analyzes our 

results. A final summary is given in chapter V. 

16 



II.        RELATED WORK 

In this chapter we review work that is related to various aspects of the research 

presented in this thesis. Out motivation for the research described in this thesis is 

that existing resource management systems provide insufficient detail in their resource 

and application models to enable them to obtain good schedules in many situations. 

However, given that the number of different areas that must be researched to build 

an effective resource management system (RMS) is tremendous, it is not surprising 

that the most effective RMS projects have been those that concentrated on one or a 

few of the important areas. For example, the Condor project [Ref. 4] [Ref. 5] focused 

on providing mechanisms for transparent process migration in Unix. Odessey [Ref. 6] 

focused on devising an architecture that maximizes the agility of mobile applications. 

In this chapter, we only provided an expanded discussion of two resource management 

projects, SmartNet and MARS, that contributed significantly to the current state of 

scheduling for heterogeneous systems. SmartNet is the predecessor of MSHN, the 

RMS research project to which this thesis contributes. The first section of this chapter 

reviews some relevant RMSes. 

RMS architectural projects are not the only projects that have a relationship 

to the research described in this thesis. Some research projects have focused on 

one particular aspect, such as monitoring, and have not been concerned with the 

relationship of that aspect to the entire system. For example, the Network Weather 

Service research project from the University of California at San Diego focuses on 

the problem of monitoring as does MSHN's wrapppers. The second section of this 

chapter discusses the related monitoring projects. 

Finally, some related work has been done in application specific scheduling, 

particularly the AppLeS project. The last section of this chapter reviews this project. 

17 



A.     RESOURCE MANAGEMENT SYSTEMS 

Various methods have been employed to improve the assignment of resources 

to applications. Various metrics are used to measure the improvement. This section 

reviews a few of the methods currently in use to improve performance. 

1.      SmartNet 

SmartNet is a scheduling framework for heterogeneous systems developed by 

the Heterogeneous Computing team at the US Navy's facility at the Naval Command, 

Control, and Ocean Surveillance Center (NCCOSC) for Research, Development, Test- 

ing and Evaluation (RDT&E) in San Diego [Ref. 7]. SmartNet 's goals are to maximize 

computing power and increase the throughput of a set of jobs by better leveraging 

existing resources [Ref. 8]. 

SmartNet consists of four processes: 

1. The SmartNet Controller process interfaces with resources. The resources that 
the controller process manages include physical ones such as machines and 
virtual ones such as RMSes (including additional instantiations of SmartNet). 

2. The SmartNet Scheduler contains both optimization and scheduling algo- 
rithms. The scheduler includes Exhaustive, Greedy, Evolutionary, and Simu- 
lated Annealing algorithms. The Scheduler is designed so that new algorithms 
may be easily integrated as they become available or necessary. 

3. The SmartNet Database is an ASCII text file containing information about 
sites, groups, machines, jobs, and model-machine pairs. SmartNet tracks ex- 
pected time for completion (ETC) data in the model-machine listings that the 
Scheduler uses to create near optimal job-machine assignments. 

4. The SmartNet Learning and Accounting process tracks and reports rogue pro- 
cesses. A rogue process is one that exceeds its ETC by more than a certain 
tolerance and endangers the schedule developed by the Scheduler. Addition- 
ally, the Learning and Accounting process gathers experimental data on the 
actual run-time of jobs. It uses this data to update the ETC field of the 
model-machine listing in the Database. 

The scheduler used in SmartNet uses existing data already obtained about 

applications that are to be scheduled.   It must know these characteristics a priori 
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in order to produce an effective schedule. If a new resource is added to SmartNet's 

virtual machine, an application's performance data for that new resource must be 

added to the SmartNet database in order for the SmartNet scheduler to generate a 

good schedule. The SmartNet scheduler assumes that it is controlling all allocation 

of the resources. 

2.      MARS 
The Metacompiler Adaptive Runtime System (MARS) is a framework 

for minimizing the execution time of distributed applications on a wide area network 

(WAN) metacomputer [Ref. 9]. A metacomputer is an abstract computer consist- 

ing of networks of computers, workstations and supercomputer modeled as a single 

powerful resource. However, compared to traditional computing resources, a meta- 

computer may be very dynamic. Its components can vary in time, in performance, 

and in connectivity. 

Work-load balancing in based on dynamic information about the processor 

load and network performance like SmartNet's. MARS uses accumulated statistical 

data on previous execution runs of the same application to derive an improved task- 

to-process mapping. Unlike SmartNet's non-instrusive data collection, MARS, data 

is collected by a preprocessor inserting extra statements into the user's application 

code, so that statistical data on the program is collected at run time. 

B.     MONITORING 
Any model used to predict the performance of an application requires some 

sort of data as input. The quality of the data will affect the results as much as the 

model itself. In this section we survey work in progress to refine the quality of data 

that are used as input values to models. 

1.      Network Weather Service 

The Network Weather Service (NWS) is a tool for predicting computer and 

network performance for use by meta-computing applications [Ref.  10]. The NWS 
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takes periodic measurements of deliverable resource performance from distributed 

networked resources, and uses numerical models to dynamically generate forecasts of 

future performance levels. Resource allocation and scheduling decision can then be 

based on these predictions of the performance. 

Two of the many parameters used in predicting performance of an application 

are TCP/IP end-to-end throughput and latency. Using adequate values for these 

parameters are required to support scheduling. The NWS uses multiple methods for 

predicting these values [Ref. 11]. Which method used is determined by monitoring 

the accuracy of the each model (using prediction error as an accuracy measure) and 

using the one exhibiting the lowest cumulative error measure at any given moment. 

These monitored values are continually updated. Thus, when a schedule needs 

to be calculated, these values are retrieved from the NWS and are used as input 

parameters for the model. Matching the time that the prediction is valid to the 

model run time will optimize the value of a schedule. If the predicted value is only 

good for 10 seconds but the model runs for 30 seconds, then the results returned from 

the model are not as accurate as we would like. 

Choosing the correct predictor method for each resource that the NWS moni- 

tors is difficult, so all predictive methods are maintained simultaneously. However, for 

dynamic scheduling of applications to know this information is not usually the case 

and the current method employed by the NWS is probably the best choice. Which 

ever method is used, as long as the quality of the data obtained is improved, without 

incurring too much overhead, the prediction made by the model will improve. 

2.      MSHN Wrappers 

MSHN requires the gathering of resource usage information for applications 

that run within the MSHN system as well as resource status information within 

the scope of the MSHN scheduler. The MSHN scheduler uses this information to 

make scheduling decisions. The methods used to implement the gathering of this 

information are subject to three constraints: 
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1. The implementation must not require any changes to the operating system. 

2. Modifications to the application code must be minimized. 

3. The overhead imposed by the information gathering mechanism should not be 
excessive. 

The gathering of data is accomplished through a method that intercepts systems 

calls [Ref. 12]. The client library is linked with the object code of the application 

that is to be monitored prior to run-time. During run-time the client library gathers 

information on an application's resource utilization by intercepting system calls and 

through the use of operating system functions. Additionally, the client library deter- 

mines end-to-end perceived status of the resources that the application uses. Using 

the client library, the network resource data is collected passively. 

C.     APPLICATION-SPECIFIC SCHEDULES - APPLES 

Application level scheduling (AppLeS) agents are used by the University of 

San Diego (UCSD) 

• to schedule tasks and communication on heterogeneous computation and net- 
work resources which exhibit individual performance characteristics, and 

• to schedule computation and communication resources which are shared, under 
the control of different local schedulers, and/or located in distinct administra- 
tive domains [Ref. 13]. 

These agents are based on an application scheduling paradigm where everything 

about the system is evaluated in terms of its impact on the application. Each ap- 

plication has its own AppLeS, whose function it is to select resources, determine 

a performance-efficient schedule, and implement that schedule with respect to the 

resource management infrastructure of the metacomputing system. 

An AppLeS agent is organized in terms of four subsystems and a single active 

agent called a Coordinator. The four subsystems are 

• the Resource Selector, which chooses and filters different resource combina- 
tions for the application's execution, 
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• the Planner, which generates a resource-dependent schedule for a given re- 
source combination, 

• the Performance Estimator, which generates a performance estimate for 
candidate schedules according to the user's performance metric, and 

• the Actuator, which implements the "best" schedule on the target resource 
management system (s). 

AppLeS requires either previous knowledge about the application's perfor- 

mance on the particular resources on which it is to be scheduled, or for the user to 

supply this information via the User Interface (UI). 

D.     SUMMARY 

If a new application, that has never been run on a subset of the available 

resources, is to be scheduled by current systems, then the user must supply the data, 

or use default values. As more applications and resources are added to a distributed 

system, the longer it will take to determine the eventual best schedule since more 

combinations of actual program executions will be required, i.e., every program (old 

and new) will have to be run on the new resources and new programs will have to be 

run on the old resources. Then, and only then, will there be complete information for 

determining the best schedule. The next chapter describes our approach to develop 

a model with the proper granularity for use in scheduling. Our model is a step in the 

direction of solving this problem in current systems. 
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III.        APPROACH 

As stated in the introduction to this thesis, current RMSes and Common Ob- 

ject Request Broker Architecture (CORBA) Object Request Brokers (ORBs) take 

one of two approaches. The first approach, used by the most intelligent ORBs, as- 

signs tasks to machines based solely on the number of tasks already assigned to that 

machine. That is, they do not account for either the differing resource requirements 

of different requests, nor for the differing capabilities of the various machines. The 

other approach, which used by SmartNet [Ref. 7], uses explicit knowledge of the ca- 

pabilities of a particular machine to execute a particular application. Although this 

approach is much better than the first, if the capabilities of each machine to support 

every request is known a priori, it cannot assign applications to machines based upon 

known similarities or differences. In the MSHN project, we attempt to predict the 

quality of service that a particular machine will be able to provide for each request 

based upon the resources of the machine, the current expected load on these resources 

and the resource requirements of the requests. This thesis grew out of MSHN's goal 

to determine the granularity with which (i) resource requirements of applications, (ii) 

resource capabilities of machines, and (iii) resource allocation policies of OSes must 

be modeled. However, this problem is huge. A major goal of this thesis research was 

to scope this problem so that this thesis, and tools developed to perform this research, 

would contribute in a meaningful way to answering the question. Therefore, we have 

scoped this problem as described in the introduction to the first chapter. 

This chapter is divided into three major sections. The first section discusses, 

both a generally and a specifically, the issues that must be considered when determin- 

ing the appropriate granularity to use in a model for resource allocation. The second 

section describes a model that, while fairly detailed, possesses a closed-form solution. 

The third section describes our approach for determining the conditions under which 

our model is sufficient for resource scheduling. 
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A.     MODEL GRANULARITY 

The granularity of information used in a model is the result of a trade-off. 

Initially one could assume that the finest granularity information would always be 

the best. However, we show in this section that fine grained information has charac- 

teristics that can make it undesirable for use in scheduling algorithms. 

1. Overhead 

Fine granularity resource usage models require a large amount of overhead to 

collect the volume of information required to instantiate the model. If the resource 

usage requirements could be determine prior to compile time, then, if the application 

was run many times, the extra overhead at compile time, which would be incurred 

only once, would be offset by the increase performance every time the program is 

run. However, if the data must be collected, analyzed, and a decision made every 

time the program is executed, the overhead can be substantial. Additionally, run-time 

collection may perturb the measured value. For example, measuring the throughput of 

a network using a method that loads the network will measure an available throughput 

that is less that what is actually available. 

2. Variance 

Finer granularity information has higher variance than coarser granularity 

information. Using the Central limit theorem it can be shown that any distribution 

(e.g., exponential), if summed, would approximate a normal distribution [Ref. 1]. 

A side-effect of this theorem is that the resultant standard normal variance is less 

than the sum of the variances of the distribution. In other words, the coarser grained 

information has less "error" and can result in a better schedule. 

3. Complexity 

As discussed in Chapter I, finer granularity models require more complex 

scheduling algorithms. A simple closed-form solution uses coarse granularity informa- 

tion. However, as the model integrates more and more data, in detail or in volume, 
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then, in order to process the added amount of information, the resource allocation 

model needs to become more complex. These solutions range in complexity from 

iterative solutions to Monte Carlo simulations. 

4.      Criteria for Determining Required Granularity 

If there were not issues, such as the three described above, finer granularity 

models would be most preferable. However, such issues are often overshadowing 

issues, so we must address the question of how coarse the granularity of the model 

can be and still provide the basis for a good resource allocation algorithm. The answer 

depends upon what we mean by good resource allocation and is discussed in the next 

section. 

Different granularities may be useful for different purposes. The first goal of 

this research was to determine a simple model that may be good enough to use when 

assigning resources to processes. We considered two different interpretations of what 

it means to be "good enough:" relative performance and absolute performance. We 

now discuss the meaning of these interpretations. 

a.        Relative Performance 

In Figure 5, we show both the predicted and the actual run times of 

two schedules, A and B. Comparing actual completion times, Al and Bl, with the 

corresponding predicted completion times, A2 and B2, we notice huge differences 

between the actual and predicted run times. However, we also note that if we had 

only the predicted completion times A2 and B2, we would expect that schedule A 

is better than schedule B and indeed it is. In this case, if we only need to choose 

between A and B, we would say that the model used for prediction is sufficient. An 

example of such a model would be one that assumes that the overhead incurred by 

each schedule is zero when it is actually almost a non-zero constant over all schedules. 

In this case we will say the model is sufficient to predict the relative performance. 
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Figure 5. Example Actual and Predicted Completion Times. 

b.        Absolute Performance 

We must be careful not to use the types of predictions discussed above 

in other situations. For example, suppose we assign resources according to schedule 

A for some set of requests, and assume that schedule A assigns all processes to one 

machine and schedule B assigns all processes to another machine. As soon as the 

processes begin executing, we may receive another request to execute another set 

of the same processes. The predictions shown in Figure 5 indicates that we should 

choose the same schedule, A, for the new set of processes (because twice the height 

of A2 is less than the height of Al). However, we see that the better choice would 

be to use schedule B for the second set of processes (because the height of Bl is less 

than twice the height of Al). 
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B.     MODEL 
Although we recognize that there are more important measures, we have 

scoped this research to only account for a simple one: time at which the last process, 

given a particular schedule, completes. The purpose of our simple model is to allow 

us to accurately estimate this measure. Using a simple model limits the possible 

number of applications that can be accurately modeled. However, we want to choose 

a model that applies to a wide variety of applications, yet is detailed enough to give 

adequate results for use in scheduling. Therefore, we define a set of parameters that 

will enable us to specify the resource usage of an application, while simultaneously 

allowing the usage patterns to remain flexible. 

A class of applications can be defined by a set of compute characteristics. 

Compute characteristics are the set of parameters that influence the resource usage 

patterns of the application [Ref. 7]. We can divide the resource patterns of a pro- 

gram into two categories: its computation load and its communication load. More 

specifically, we can define the application's computation load as the amount of time 

it takes the application to perform the computationally intense part of its work. The 

communication load can be defined as the number and size of messages that the ap- 

plication must send. These parameters (computation "time", number of messages 

sent and received , and size of messages) can be used to characterize many types of 

applications. We recognize that communication time and computation time can, and 

do, overlap. We do not include this overlap in out model, although we address this 

again in Chapter V. 

1.      Computation Time 

The computation time is the amount of time the program uses the CPU. This is 

not the total time that the program takes to run. The total run-time is a combination 

of computation time and communication time. We assume we know a priori the 

expected time that each application will use the CPU, i.e., the computation time. If 

we obtain the expected computation time on one machine, it is a trivial matter to 
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Figure 6. Effect on "Wall-clock" time due to two processes sharing a single CPU 

predict the expected computation time on a processor with the same instruction set 

but different speed CPU. If they have a different instruction set, an averaging process 

using some benchmark suite can be used to translate between processors [Ref. 14]. 

Since modern OSes alternate multiple programs on a single CPU, we must 

account for the sharing of this resource. A program sharing the CPU, will take more 

"wall-clock time" to complete the job. No more CPU time is required for an individual 

program because the program shares the CPU. However, one program will run for 

a short time and then another will run for a short time. If we consider only two 

programs, then after the second program has run for a short time, the first program 

will get the CPU back again. This time-sharing has the effect of dilating the program 

wall clock time to a maximum of the sum of the two individual stand-alone run-times 

as shown in Figure 6. Although we recognize that context switching time is non-zero, 

we have assumed it to be zero in this model [Ref. 15]. We further discuss the affect 

in Chapter V. 

We now discuss, given a schedule, how to estimate the computation wall 

clock time (CWCT). The CWCT of a process is different from its computation 
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Figure 7. Example of Dilation of a Process Computation Time Due to Sharing 

time if other processes are contending for the CPU. We now develop an algorithm for 

estimating CWCT. CWCT is the difference between the time that a process finishes 

using the CPU and the time it starts, neglecting communication and context switching 

time. 

Our algorithm, which can be used to estimate the CWCT of any process, iden- 

tifies the intervals during which that process is sharing the CPU with other processes. 

For example, suppose processes A, B, and C are assigned at time 0 to a machine with 

a single CPU. Suppose further that A requires 2 seconds of CPU time, B requires 3 

seconds, and C requires 5 seconds. Suppose that we are estimating the CWCT for B. 

All three processes are initially sharing the CPU until the shortest one, A, finishes. 

Therefore, the first interval would last approximately 3*2 = 6 seconds (See Figure 7). 

At time 6, 2 seconds of B's CPU time, out of a total of 3 seconds, have already been 

accounted for. Therefore, B only needs 1 second of CPU, but it is still sharing with 

C. Similarly, C still needs 3 seconds of CPU time. Because B is the shorter the two, 

it will complete first after 2*1 = 2 seconds, or at time 8. 

We now present a formal algorithm for estimating the CWCT of a process, P, 

given that K is a list of all processes that have been assigned to the same machine as 

P and are sharing the same CPU as P1. 

1Note that if is a list of processes (such as A,B, and C above) and variable shorterList in the 
algorithm is a list of CPU times. 
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function CWCT(process P) { 
CWCT = 0; 
left = 0; 

shorterList = //Initialized to an ordered list containing 

the CPU times of all processes with a CPU time 
less than or equal to P — P must be the last 
element of the list//; 

numberLonger = sizeOf(K) - sizeOf(shorterList); 
while(not empty(shorterList)) { 

n = sizeOf(shorterList); 

right = deque(shorterList); 

CWCT = CWCT + ((n + numberLonger)*(right - left)); 
left = right; 

We note that each iteration of the while loop identifies an interval, which extends from 

left to right. Also, n + numberLonger is the number of processes sharing the CPU. 

during this interval. We also note that as a side-effect of estimating the CWCT for 

the longest process, the CWCT for all processes is estimated; hence, this algorithm 

would only need to be executed once. 

2.      Communication Time 

Communication time includes time to send and receive messages and time 

spent waiting, i.e., for buffers or for incoming messages. Our model assumes that 

waiting time is 0. To do otherwise would either cause our model to be of such fine 

granularity that simulation would most likely be required or we would need to know an 

average waiting time distribution per message. However, we were unable to identify 

a good representative distribution in the literature. 

Neglecting waiting time, communication time is divided into three parts: 

1. The time spent preparing the message by the sender which we call the sender's 
preparation time; 

2. The time transmitting and propagating the message; and 
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Figure 8. Example of a Network Protocol Stack. 

3. The time spent processing the message by the receiver which we call the re- 
ceiver's processing time. 

Figure 8 demonstrates how a message must travel down and up the various layers of 

the protocol stack, from the application down to the network hardware on the sending 

end, and up from the network hardware to the application layer at the receiving end. 

At each level there may be some processing involved. At the sending end, for example, 

a particular layer may incur the overhead of adding a header of information. On the 

receiving end, the same layer must also incur some similar processing overhead due to 

unpacking and decoding the header. We call the total time required for the processing 

of each message the latency time. Since this processing of messages requires the use 

of the CPU, the amount of time in 1.) and 3.) would need to be dilated as discussed 

above for computation time. 

We use the following method to estimate 1.) and 3.). On completely quiescent 

machines and networks we send a large number of very small messages, (e.g., 10,000 

one byte messages), to a receiver and have the receiver immediately send the message 

back to the sender.  We record the time required to complete these transmissions. 
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This recorded time is the time it takes for all of the messages to travel down the 

protocol stack on the sender's side, propagate across the medium to the receiver, 

travel up the protocol stack on the receiver side and to return the message back to 

the sender. Thus, if we assume that the latency time in each direction is the same, 

then for each message, we incur two latency times. Since the message size is small, 

and our model assumes a fast local area network, we assume the transmission time 

is zero. So, we can estimate the latency time by first dividing the total time to send 

and receive all messages by two, to obtain the total one-way latency time. Then, to 

produce the latency time per message, we divide the total one-way latency time by 

the number of messages sent. For example: 

Number of messages    = 10000 
Time to send and receive = 7400 ms 
Adjust for two latency times per transaction: 

7400/2 = 3700 ms 
Latency per message = 3700/10000 =  .37 ms 

Tables I and II shows the values we obtained. 

Latency Time (ms)       NT 
Gratian Tiberius Pius 

Gratian 0.32 0.36 0.36 
Tiberius 0.36 0.32 0.36 
Pius 0.36 0.36 0.32 

Table I. Summary of Latency Times for Windows NT 4.0 

So far we have discussed how we estimated parts 1.) and 3.) of the com- 

munication time above. We now discuss how we estimated 2.), the time required to 

transmit and propagate a message from a sender to a receiver. As stated in the intro- 

duction, our model assumes the average number of messages and average size of those 

messages, thus, the expected total amount of data, that is to be transmitted over each 

link is known a priori. A link is defined as a connection between two processes such 
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Latency Time (ms)     Linux 
Gratian Tiberius Pius 

Gratian 0.44 0.44 0.44 
Tiberius 0.44 0.44 0.44 
Pius 0.44 0.44 0.44 

Table II. Summary of Latency Times for Linux 

as a network or shared memory inside a machine. We also assume that the maximum 

throughput of the link used to transmit can be measured on a quiescent network and 

machines. 

Figure 9 illustrates communication links between three processes, PI, P2, 

and P3. We define these links between specific processes, such as from PI to P2, 

as a channel. We notice that the communication between PI and P3 occurs within 

the same machine, thus this communication uses the shared memory of the machine, 

whereas, the communication between PI and P2, and P3 and P2 occurs over a 

network link since PI and P3 are loca'ted on a different machine than P2. Figure 9 

also shows that the various links are shared just as the CPU is shared and thus 

we must dilate the communication time just as we did the computation time. The 

dilated communication time (DCT) is estimated in a manner very similar to the 

CWCT. Again, although contention costs are non-zero, and as in CPU contention, 

network contention per use increases with the number of "users," we assume it to be 

zero. 

We now exemplify how to estimate the DCT. We assume that we have mea- 

sured the throughput between machine A and machine B of Figure 9 as 1 Mbps and 

the internal throughput on machine A as 8 Mbps. Further, we assume that process 

PI has 10 MBytes of data to send to P2 and 10 MBytes of data to send to P3, 

process P2 has 20 MBytes of data to send to PI and 20 MBytes of data to send to 

P3, and finally, process P3 has 15 MBytes of data to send to PI and 15 MBytes of 

data to send to P2 as shown in Table III. If there was no sharing of resources then, 
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achine B 

Figure 9. Example of Communication Contention 

neglecting the latency time discussed above, process Pi transmits its data to P2 in 

80 seconds (10 MBytes (80 Mbits) divided by 1 Mbps) and to P3 in 10 seconds (10 

MBytes/8 Mbps). Similarly, P2 would transmit its data to Pi in 160 seconds (20 

MBytes/1 Mbps) and to P3 in 160 seconds (20 MBytes/1 Mbps). Finally, P3 would 

transmit its data to PI in 15 seconds (15 MBytes/8 Mbps) and to P2 in 120 seconds 

(15 MBytes/1 Mbps). The data is assembled in Table IV. 

Data to be transmitted 
(MBytes) PI P2 P3 
PI 10 10 

20 P2 20 
P3 15 15 

Table III. Summary of Data to be Transmitted 

Channel Time (seconds) without contention 
Linkl P1-P3 10 

P3-P1 15 
P1-P2 80 

Link 2 P3-P2 120 
P2-P1 160 
P2-P3 160 

Table IV. Summary of Undilated Communication Times 
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This example has two communication resources, the internal link of machine 

A and the external link between machines A and B. There are two channels, PI to 

P3 and P3 to PI, sharing for the internal link of machine A, and there are four 

channels, PI to P2, P3 to P2, P2 to PI, and P2 to P3, sharing for the external 

link between machines A and B. Suppose we are estimating the transmission time 

for P3. We must estimate the time required to send data on both links, the internal 

link of machine A and the external link between machines A and B, and then add 

them together. 

For the internal link of machine A, there are two channels sharing until the 

shortest one, P1-P3, finishes. Therefore, the first interval would last approximately 

2 * 10 or 20 seconds. At time 20, 10 seconds of the communication time for channel 

P3-P1 has already been accounted for. Therefore, channel P3-P1 only has 5 more 

seconds of communication left on this link. Since P3-P1 is the only channel sharing 

this link, this interval will be 1 * 5 or 5 seconds long and end at time 25. 

For the external link between machines A and B, there are four channels shar- 

ing until the shortest one, P1-P2, finished. Therefore the first interval would last 

approximately 4 * 80 or 320 seconds. At time 320, 80 seconds of the communication 

time for channels P3-P2, P2-P1 and P2-P3 have already been accounted for. At 

time 320, channel P3-P2, the next shortest channel, will need only 40 seconds com- 

munication time. But since P3-P2 is still sharing with P2-P1 and P2-P3, the next 

interval will last 3 * 40 or 120 seconds. Now, at time 440, P2-P1 needs 40 seconds 

of communication time as does P2-P3. Since they are sharing with each other, the 

next (and final) interval will be 2 * 40 or 80 seconds. These two channels will then 

complete at the same time, time 520. 

Finally, to determine the DCT of a process, we find the maximum DCT from 

the DCTs for all channels for that process. Thus, for P3, the DCT is determined 

from the DCT of the first link, 25 seconds, and the DCT of the second link, 520 

seconds, which is raa:r(25,520) seconds or 520 seconds. 
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We now present a formal algorithm for estimating the DCT of a process P 

using a particular link, L, given a list, C, of channels using that link. 

function DCT(process P, link L) { 
DCT = 0; 
left = 0; 

shorterList = //Initialized to an ordered list containing the 

undilated transmission times of all channels on 
link L with an undilated transmission time less 
than or equal to the undilated transmission time 
of channels of process P — the channel of P 

with the longest undilated transmission time must 
be the last element of the list// 

numberLonger = sizeOf(C) - sizeOf(shorterList); 
while(not empty(shorterList)) { 

n = sizeOf(shorterList); 
right = deque(shorterList); 

DCT = DCT + ((n + numberLonger)*(right - left)); 
left = right; 

We note that, with the exception of creating shorterList from the link L, the code for 

DCT is exactly the same as CWCT. 

3.      Determining the Run-Time 

We have estimated the computation time (CWCT) and the communication 

time (DCT) for the processes of the application using our model. The goal is to 

predict the run-time of the application. The run-time of the application is estimated 

by first summing the expected computation and communication times of each process 

together to obtain the run-time for each process. The longest running process will be 

the last process to complete and thus, as the final step, we compute the maximum of 

the expected run-times of all of the processes. 

There are many types of applications that can be modeled using this model. 

For example, an application that is very computationally intensive, and that com- 
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municates very little, can be modeled by using expected values for the computation 

time that are much larger than the expected values for the communication time. This 

allows the model to be used for applications that may perform very large scale data 

manipulations on a set of data. Such applications are very common in science, for 

example at NASA, it is used to process large databases of experimental results. An- 

other type of application that can be modeled is a server that communicates much 

more than it computes. To model such an application requires providing input reflect- 

ing a large number of (possibly variable sized) expected messages and an expected 

computation time that is relatively small amount. In summary, the expected values 

that are input to the model allows the model to represent many different kinds of 

applications. 

C.     VALIDATION 
In order to wisely schedule applications, we must predict resource requirements 

and estimate resource availability. We need to know how well scheduling algorithms 

can perform using the model that we just presented. This section explains our ap- 

proach for determining the situations under which our model provides good estimates 

for choosing between schedules. 

We considered three approaches: simulation, use of actual programs and 

benchmarks, and emulation. We first discuss the advantages and disadvantages of 

each of these approaches and explain why we chose the third. The remainder of the 

section describes our emulator. 

1.      Simulation 
The first approach that we considered was to run a simulation. This method is 

usually much faster than actually running the applications being modeled. However, 

the purpose of running the simulation was to obtain "real-world" values to compare 

to the predictions obtained using our model. This method would determine whether 

our model is consistent with the simulation. However, we would still need to validate 
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the simulation, since we did not have a validated simulation. Therefore we rejected 

this approach. 

2. Executing existing programs and benchmarks 

A second approach is to use an existing program or a benchmark. The results 

obtained from our model would then be compared to the data obtained from the 

program or benchmark. There is no need to validate the program or benchmark 

because they are, obviously, real applications. However, in order to use this method, 

we must either find an application that already records the data to be input for the 

model, or build tools (or find them) that can be used to measure these parameters. 

Part of this research is to scope out which tools should be built, i.e, which parameters 

need to be included in a representative model, thus, this approach was also rejected. 

3. Emulation 

An emulator is a program whose input parameters indicate how it should use 

resources and how its components should interact. Using an emulator allows us to 

try lots of different configurations, holding some parameters constant while varying 

others. Varying the parameters this way allowed us to explore the parameter space in 

an organized manner. Emulators are not real programs in the sense that productive 

work is accomplished, e.g., sort a database, but they can be made to emulate real 

programs. Emulation is the approach we used and is discussed in the next section. 

D.     OUR EMULATOR 

As stated above, instead of using simulation or existing applications and bench- 

marks, we chose to write a program that would take our model parameters as input 

and emulate the behavior of an application. Some very sophisticated emulators are 

currently under construction. For example, the emulator from the Naval Surface 

Warfare Center (NSWC) will be able to emulate Hiper-D applications, which are 

part of the envisioned next generation Aegis program. Unfortunately, that emulator 

is incomplete, more complex in some ways than we need, and written in Ada. There- 
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fore, we chose to implement our own emulator in Java, a language that facilitates 

portability. We constructed an emulator that can emulate applications consisting of 

multiple processes which can both compute and communicate with one another. In- 

put parameters include the number of processes comprising an application, the names 

of the machines on which to run the processes, the distributions from which to gen- 

erate both the message size and the inter-arrival rate. There is one of each of these 

distributions entered for each ordered pair of processes. Additionally, a distribution 

from which the amount of computation time to be performed is entered. 

With this emulator we can emulate the behavior of a compute intensive pro- 

gram by setting the computation time parameter high and the mean of the distribu- 

tion from which the number of messages and message size are drawn to be small. We 

can also emulate the behavior of communication intensive programs by keeping the 

computation parameter small relative to the number and size of messages. Using dis- 

tributions rather than only averages for the message inter-arrival rate and sizes, allows 

us to generate more real-world behaviors. We discuss the design and implementation 

of our application emulator in the next section. 

1.      Design and Implementation 

Our application emulator was written to emulate applications that are within 

the restricted scope that we described in the introduction to Chapter I. Our applica- 

tion emulator reads its input parameters for execution and returns the elapsed time 

to run. By using the same input values for both our model and the emulator, we can 

compare the predicted run-times with the actual run-times to determine whether the 

model is sufficient. 

We wanted to compare the execution of our emulator on multiple platforms. 

Many times, porting a program2 to these various platforms can cause changes to the 

code that may impact the execution of the program enough that the two programs, 

2 "Porting" code means making modifications, both large and small, to a program so that the 
"same" program can run on more than one type of computer. 
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which should be the same, are in fact different. To avoid this problem, our emulator 

is written in Java™ [Ref. 16]3. Java is an interpreted language developed by Sun 

Microsystems. Being interpreted, Java allows us to write the program code once 

and have it interpreted on the target machine by the target machine's Java Virtual 

Machine (JVM). 

Therefore, the emulator's source code is now identical from platform to plat- 

form. Unfortunately, the JVM is not. One example of how the JVM differs between 

platforms is in the implementation of Java threads. Since Java threads can be sup- 

ported at the OS level, and not by user level libraries, their implementation vary 

from OS to OS. For example, the Windows NT JVM uses system level threads. Be- 

cause each thread is mapped to a system level (kernel) thread, every Java thread is 

on equal footing with every other Java thread with respect to CPU scheduling, thus 

each thread gets scheduled for its own time slice on the CPU at the kernel level. In 

the Linux JVM, Java threads are implemented as user level threads. Thus, every 

Java thread within a particular JVM , when running on the Linux OS, will have to 

share the time slice for the CPU given to the JVM. This can affect the performance 

of a Java program. 

2.      The Master Process 

An emulated application is made up of a master process and one or more other 

processes that can communicate with each other and compute. The master process 

inputs the number and Internet Protocol (IP) addresses of the machines available 

for executing. Additionally, it inputs and the number of processes and the input 

values for each process. Since more than one process may be started, and since each 

process communicates with every other process, the master process determines the 

port numbers that each process needs to set up its sockets. The master process will 

also start each process on the appropriate machine and thus, must determine the IP 

3Java™ is a Trademark of Sun Microsystems. 
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addresses necessary to supply each process. After the master process then starts each 

of the processes it waits to receive results. As each process completes, it sends its 

data, including its run-time, back to the master process. The master process records 

this data in a file for later analysis. 

a.       Process Input Parameters 

Each process making up the emulated application needs the following 

data (supplied by the master process) to be able to run: 

1. The IP address of the machine to return its value to. 

2. The distribution (including its non-zero moments) for compute time. 

3. The process id of each of the other processes making up the emulated appli- 
cation. 

4. The port numbers on which it should receive messages. 

5. The port numbers and IP addresses to send messages to. 

6. The distribution of the number of messages to send. 

7. The distributions and their non-zero moments describing how often messages 
are to be sent to each of the other emulator processes and how large each 
message should be. 

8. Whether the processes are to be executed in synchronous or asynchronous 
mode. 

Items 1.) and 2.) are supplied to each process by the master process 

so that data, such as the compute time, can be returned to the master process. Item 

3.) is used by each process of the emulated application to set up sockets for receiving 

messages from the other processes of the emulated application. Similarly, items 4.) 

and 5.) are used to set up the sockets for sending. Item 6.) is used by each process to 

vary the size of and time between each message. Finally, item 7.) is used to run the 

processes in synchronous mode, computation of the sending process pauses until each 

message has been received by the receiving process, or asynchronous, computation 

and communication proceed "independently." 
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3.      Emulated Application Processes 

The design of our emulator permits computation and communication to be 

performed simultaneously. The class of applications described in Chapter I requires 

that computation be performed and messages be periodically sent. Since we want to 

be able to vary the number of processes making up an application, and because we 

want to enable them to perform as much of the work as possible concurrently, we 

used multiple ports for communication; one for each other process of the emulated 

application. Within each process there are four main types of Java threads: a main 

thread, a calculation thread, a receiving thread and a sending thread. The following 

sections discuss the operation of each of these in more detail. 

a.        The Main Thread 

The main thread reads in the input values and determines the number of 

other threads that must be created in order to communicate with the other processes 

making up this application. The main thread also starts the calculation thread, along 

with the communication threads. Finally, after starting the other threads, the main 

thread waits for all of them to complete and then computes the wall-clock time. This 

value is then output by the main thread for later analysis. 

6.        The Calculation Thread 

The calculation thread performs the computation portion of the work 

of the program. We had to choose some type of calculation that would keep the CPU 

busy while the other threads were not using it but would not block for I/O, i.e., it 

would always either be running or in the ready queue. The goal of the calculation 

thread is to simulate the compute intensive portion of an application. It repeatedly 

multiples two, 100x100, matrices. We can increase the computation time of the em- 

ulated application by increasing the number of times we perform this multiplication. 

In addition to calculating, our class of application requires communi- 

cation. The frequency of communication is specified by choosing an inter-arrival rate 

distribution. Unfortunately, we cannot define this inter-arrival rate in terms of wall- 
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clock time because the number of messages sent would depend upon the assignment 

of application to resources. In fact, this number must be independent of the resources 

allocated in many applications4. We need it to be independent so that we can compare 

resource allocation policies for that class of application. 

To solve this problem, we made the inter-arrival rate dependent upon 

the computational status of a program. As a program progresses, it will come to a 

point during its computation when it determines that a message must be sent. The 

program will make this same determination every time it executes and reaches this 

point of execution. 

We take the total number of calculations to be performed and divide 

it by the total number of messages to be sent. This division gives us the number of 

calculations that must be performed in between sending messages. An actual pro- 

gram, from the application paradigm described in chapter I, when run multiple times 

will not perform exactly the same number of calculations and send exactly the same 

number of messages. However, many times we can determine a distribution that 

describes the number of messages that a program will send or computations that a 

program performs. Our current implementation supports constant, exponential and 

normal distributions. The calculation thread (which received its input directly from 

the master process) supplies the distribution and its moments to a function that re- 

turns a value representing the number of calculations that must be done before the 

next message is sent. This way we can vary the actual number of calculations that 

are performed in between sending messages. After each message is sent, the num- 

ber of calculations to be performed before the next message is sent is determined 

again by sampling from the distribution. A counter keeps track of how many cal- 

culations the calculation thread has performed. After every calculation, a check is 

made to see whether any messages need to be sent. If there is a message to be sent, 

4In some applications the number of messages will vary based upon the resource assignment. 
However, modeling such applications is beyond the scope of this thesis. 
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the calculation thread then "informs" a sending thread to send the message. If we 

are performing asynchronous communication, the calculation thread then resets the 

counter for that communication link and continues its matrix multiply. If we are per- 

forming synchronous communication, the calculation thread will yield the CPU until 

the respective sending thread has completed sending the message. Once the sending 

thread is complete, the calculation thread will resume calculating. 

c. The Sending Thread 

When a message needs to be sent, the sending thread sends it. There 

exists a sending thread for every other process of the emulated application with 

which this process needs to communicate. We chose to use Transmission Control 

Protocol (TCP) sockets for our communication method. Using TCP instead of User 

Datagram Protocol (UDP) ensures that each process, in fact, receives all messages 

sent to it. 

d. The Receiving Thread 

To receive a message, a process uses a receiving thread. Again, for every 

process with which it is communicating, there is a receiving thread that handles the 

receipt of the data. 

E.     SUMMARY 

In this chapter we discussed our approach to determining the granularity with 

which (i) resource requirements of applications, (ii) resource capabilities of machines, 

and (in) resource allocation policies of OSes must be modeled. We started with a 

discussion of the issues that must be considered when determining the appropriate 

model for resource allocation. Then, we described the model that we used to esti- 

mate the time at which the last process, given a particular schedule, completes. We 

developed the model based on a class of applications that had a computation load 

and a communication load. We followed the detailed description of our model by a 

discussion on validation. Of the three approaches described, we chose to develop an 
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emulator. The design and implementation of the emulator was outlined, followed by 

details of the various part of our emulator. The next chapter presents our results 

from using our emulator. 
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IV.        RESULTS 

In this chapter we present results from comparing predicted run-times, based 

on the simple model presented in Chapter III, to the actual run-times of our emulator 

also presented in Chapter III. Specific parameters used for each experiment are 

enumerated. The data collected from experimental runs appears in Appendix A and 

is summarized in this chapter. The conclusions that we draw in this chapter are 

consistent with the data in Appendix A. 

We required isolated, identical machines on which to perform our experiments. 

Only three such machines were available for our exclusive use, so we decided to restrict 

our initial experiments (those described in this thesis) to investigations on these 

machines. That is, we chose to vary the communication and computation rather than 

the number of machines. 

After deciding the number of machines, we then turned to the question of 

the number of processes to execute. In order to understand our choice here, we 

review our goals. Our main goal is to determine when our model is good enough 

to be used in assignment of resources to processes. We define a model as good 

enough if the assignment that the model chooses is in fact the best assignment. 

Additionally, if assignment i is sufficiently better than assignment j when we execute 

the emulated application according to the assignment, then the model should also 

predict that assignment i is better than assignment j. We therefore chose to test 

our model on several different types of applications, in particular, asynchronous and 

synchronous and more computationally intensive and less computationally intensive 

using all possible assignments of a 3-process application. 

A.     OBTAINING MEASUREMENT FOR OUR MODEL 

In this section we describe both how we empirically obtained values to be 

placed into our model and what those values are.  In the first section we describe 
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the empirically obtained values the we used in our model. We then describe our 

experiments using our emulator and present the results. These results are compared 

with the predictions of our model. We end this chapter with a summary of the results. 

1.      Measuring Throughput and Latency 

We now describe how we obtained the throughput values uses as input param- 

eters to our model. The background throughput on the network and internally to 

each machine was measured using a Java program that measured the throughput by 

timing how long it takes to send large (50 KBytes) and small (1 Byte) messages from 

a client program to a server program and back. A Java program was used for this 

purpose so that the measurements would be taken in the same environment as the 

emulator. As was discussed in Chapter III, the time to send and return small mes- 

sages is essentially the latency time. We subtracted the latency time from the total 

time to send and return the large messages to obtain the time required to transmit 

and propagate the data. The transmit time was then divided by the total amount 

of data that was sent (in bits) to obtain the throughput in bits per second. This 

measurement was performed between a client and server on the same machine and 

between a client and a server on two different machines. Measurements on all combi- 

nations of client-server, and OS and machine pairs were made. Table V contains the 

results for Linux and Table VI contains the results for NT. 

The latency time that is used in the model was described and the data were 

presented in Tables I and II of Chapter III. 

THROUGHPUT FOR MACHINES RUNNING LINUX 

(MBs) GRATIAN TIBERIUS PIUS 
GRATIAN 14 1.09 1.09 
TIBERIUS 1.09 14 1.09 
PIUS 1.09 1.09 14 

Table V. Measured Throughput - Linux 
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THROUGHPUT FOR MACHINES RUNNING NT 
(MBYTES) GRATIAN TIBERIUS PIUS 

GRATIAN 4.38 0.98 1.0 
TIBERIUS 0.99 4.38 0.99 
PIUS 0.99 0.99 4.38 

Table VI. Measured Throughput - NT 

2.      Measuring CPU Time 

Our model uses an undilated CPU time as described in Chapter III. This value 

was measured by running the emulator with one application process which performed 

one matrix multiplication and sent no messages. The specific input parameters for 

the emulator are presented in Table VII.   Table VIII contains the measured CPU 

NUMBER OF PASSES THROUGH MATRIX MULTIPLY: 1 
NUMBER OF MESSAGES SENT (ON AVERAGE): 0 
DISTRIBUTION OF TIME BETWEEN MESSAGES: CONSTANT 

SIZE OF MESSAGE (ON AVERAGE): 4 KBYTES 

DISTRIBUTION OF MESSAGE SIZE: CONSTANT 

SYNCHRONOUS 1 

Table VII. Parameters used for CPU measurement 

times. 

We note that in Table VIII there are two sets of numbers, one for the GUI 

version and one for the non-GUI version. The emulator was compiled both with and 

without displaying windows. The most notable result is that the time was not affected 

under Linux, but significantly different under NT. We suspect that this difference is 

due to how the GUI server is integrated into the OS in NT (the GUI service actually 

runs in kernel mode). On the other hand, the X-server which supports the Linux 

GUI is a non-kernel mode program that runs on top of the OS, thus, communication 

with it requires a process switch, not just a context switch. 
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Average CPU only time (seconds) 
Linux NT 

GUI version 14.01 2.65 
non-GUI version 14.01 1.42 

Table VIII. Average CPU only time 

B.     EXPERIMENTS 

This section presents the results from our experiments. Our main goal was to 

compare the results of running the emulator with those of the model. In essence, we 

are performing a validation of our model as was described in Chapter I. 

In total, four experiments were conducted. All four are similar in that the 

application used in each has three homogeneous processes, i.e., all three processes 

compute for the same amount of time and send the same number of messages. Our 

emulator allows distributions to be entered as a parameter, and we chose to use 

constant distributions for all parameters in all four experiments so that we could 

better determine that differences were not due to anomalies from a random number 

generator. We now present these experiments. 

1.      Experiment One: 25 Messages, Synchronous, GUI 

The first experiment used the GUI portion of the emulator. This version had 

a window open for every thread in the emulated application and the progress of each 

thread was displayed in its respective window. For three processes, this meant that 

18 windows were displayed. We used these windows to monitor the status of each 

thread and as a troubleshooting tool. Each process sent 25 messages to the other two 

processes. Additionally, each process communicated synchronously, as was described 

in Chapter I. Table IX contains the parameters used for the emulator. The experiment 

was performed under Linux and NT, the results are presented in Appendix A and 

summarized in Figures 10 and 11. 

Table XIV of Appendix A and Figure 10 contain the results for the first Linux 
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NUMBER OF PASSES THROUGH MATRIX MULTIPLY: 1 
NUMBER OF MESSAGES SENT (ON AVERAGE): 25 
DISTRIBUTION OF TIME BETWEEN MESSAGES: CONSTANT 

SIZE OF MESSAGE (ON AVERAGE): 4 KBYTES 

DISTRIBUTION OF MESSAGE SIZE: CONSTANT 

SYNCHRONOUS 1 

Table IX. Parameters used for Experiment One 

experiment. We note that the predicted run-times from our model are less than 

the actual run-times of the emulated application for all schedules. While we cannot 

accurately predict the actual run-time, our model does allow us to predict relative 

performance of schedules, i.e., our model predicts that schedules 6, 8, 12, 16, 20 and 

22 run faster that schedules 2-5, 7, 9-11, 13,15, 17-19, 21, and 23-26 which, in turn, 

completed faster than schedules 1, 14 and 27. Ranking the schedules in these three 

groups, our model produced the same results as actual run-times. 

Table XV of Appendix A and Figure 11 contain the results from this run on 

NT. The difference between the predicted run-times and the actual run-times is much 

greater for NT than for Linux, however we can draw the same conclusions as Linux, 

i.e., that we can predict relative performance, but the ability to predict absolute 

performance is much worse. 

2.      Experiment Two: 25 Messages, Synchronous, non- 
GUI 

After analyzing the data from the first experiment, we were concerned with 

the large difference between the predicted run-times and the actual run-times. We 

suspected that the GUI windows could be creating a large overhead and thus, we 

re-compiled the emulator to run without the windows. Tables XVI and XVII of 

Appendix A and Figures 12 and 13 show the results. Table X contains the parameters 

used for this experiment; they are the same as experiment one. 

Two items of significance came from experiment two.   First, we note once 
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Figure 10. Actual vs Predicted Run-Times for Linux, Experiment One, GUI, 25 
Messages, Synchronous 

again that the model does not predict absolute run-times, however, it still predicts 

relative performance. The second item of significance is that the difference in actual 

run-times between experiment one and two. For Linux, the difference was negligible, 

however, for NT, there was a factor of 2 difference in actual run-times. The non-GUI 

version of the emulator ran twice as fast as the GUI version on NT. 

3.      Experiment  Three:    25  Messages,   Asynchronous, 
non-GUI 

Our model assumes that asynchronous communication is occurring. This ex- 

periment runs the non-GUI version of the emulator with the same number of messages 

and compute time, but does so asynchronously. Table XI contains the values used for 
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Figure 11. Actual vs Predicted Run-Times for NT, Experiment One, GUI, 25 Mes- 
sages, Synchronous 

experiment three. 

Figures 14 and 15 and Tables XVIII and XIX of Appendix A show that there 

was a significant improvement in performance in both Linux and NT. The predicted 

run-times from our model are much closer to the actual run-times under Linux. 

4.      Experiment Four:   1250 Messages, Asynchronous, 
non-GUI 

This experiment increases the number of messages being sent in order to emu- 

late a program that has more communication time than computation time. Table XII 

contains the values used in this run. Figures 16 and 17 and Tables XX and XXI of 

Appendix A show that the model breaks down in Linux as the application becomes 
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NUMBER OF PASSES THROUGH MATRIX MULTIPLY: l 
NUMBER OF MESSAGES SENT (ON AVERAGE): 25 
DISTRIBUTION OF TIME BETWEEN MESSAGES: CONSTANT 

SIZE OF MESSAGE (ON AVERAGE): 4 KBYTES 

DISTRIBUTION OF MESSAGE SIZE: CONSTANT 

SYNCHRONOUS 1 

Table X. Parameters used for Experiment Two 

NUMBER OF PASSES THROUGH MATRIX MULTIPLY: l 
NUMBER OF MESSAGES SENT (ON AVERAGE): 25 
DISTRIBUTION OF TIME BETWEEN MESSAGES: CONSTANT 

SIZE OF MESSAGE (ON AVERAGE): 4 KBYTES 

DISTRIBUTION OF MESSAGE SIZE: CONSTANT 

SYNCHRONOUS 0 

Table XL Parameters used for Experiment Three 

more communication intensive. 

C.     CONCLUSIONS 

This chapter presented the results from four experiments we conducted in or- 

der to validate our model. The emulator was modified from the first and second 

experiments to remove the excess overhead of the GUI. The parameters were then 

changed between the second and third experiments to use asynchronous communica- 

NUMBER OF PASSES THROUGH MATRIX MULTIPLY: 1 

NUMBER OF MESSAGES SENT (ON AVERAGE): 1250 
DISTRIBUTION OF TIME BETWEEN MESSAGES: CONSTANT 

SIZE OF MESSAGE (ON AVERAGE): 4 KBYTES 

DISTRIBUTION OF MESSAGE SIZE: CONSTANT 

SYNCHRONOUS 0 

Table XII. Parameters used for Experiment Four 
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Figure 12. Actual vs Predicted Run-Times for Linux, Experiment Two, non-GUI, 25 
Messages, Synchronous 

tion instead of synchronous communication. Finally, the last experiment increased 

the number of messages sent so that the application become more communication 

intensive instead of computation intensive. 

We observed the following: 

• While our model does not accurately predict the actual run-time of a syn- 
chronous or GUI application, on the Linux or NT operating system, it does a 
good job of predicting relative performance. 

• Our model does a god job of predicting absolute performance, especially on 
NT, for very computationally intensive, asynchronous, non-GUI applications. 

• The model is not valid if the application is much more communication intensive 
than computationally intensive. 
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Figure 13.  Actual vs Predicted Run-Times for NT, Experiment Two, non-GUI, 25 
Messages, Synchronous 

A final summary of this thesis is given in the next chapter. 
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Figure 14. Actual vs Predicted Run-Times for Linux, Experiment Three, non-GUI, 
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Figure 15. Actual vs Predicted Run-Times for NT, Experiment Three, 25 Messages, 
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Figure 16. Actual vs Predicted Run-Times for Linux, Experiment Four, 1250 Mes- 
sages, Asynchronous 
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V.        SUMMARY 

Current RMSes use models that have very little detail. As a result, the applica- 

tion to be scheduled must have previously been run on each resource being considered 

for allocation. The prior run allows the RMS to obtain data about the execution of the 

application for later predictions. This method is adequate for static situations, i.e., 

if the resources or the applications do not vary. However, with more and more net- 

works being linked together into distributed systems and applications also becoming 

distributed, resource allocation situations change much more frequently. Therefore, 

models must be developed to allow RMS schedulers to be able to adapt much more 

readily to the changing resources and applications. 

This thesis attempted to determine the circumstances under which a simple 

analytical solution could be used in an RMS for allocating resources. We started 

by restricting the environment that was considered since the information space that 

could be considered by an RMS scheduler is huge. After scoping the size of the 

problem, we then decided on the granularity of information that we wanted to use 

so that we could balance the cost of computing the schedule against the quality of 

schedule obtained. Finally, we had to validate the model against reality. If the model 

calculates a schedule very quickly, but does not produce results that reflect reality, 

then the RMS scheduler using the model will also produce schedules that do not 

reflect reality. As a result, the schedules obtained may lessen the performance of the 

RMS instead of improve it. We chose to validate our model by building an emulator 

that emulates an application using the same parameters as our model. Our model 

then predicts the performance of this emulated application. 

A.     FUTURE WORK 

Our model is able to predict the relative resource usage of an asynchronous 

application that has substantially more computation requirements than communica- 
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tion requirements. However, an even more detailed model is needed to successfully 

predict resource requirements of both synchronous and communication-intensive ap- 

plications. We now suggest some items that might be considered as candidates when 

refining the current model. 

The overhead of CPU context switching is not currently part of our model. 

As the number of processes that are in the ready queue increases, the overhead of 

context switching also increases [Ref. 15]. The time to remove the current process 

from the CPU and place another process from the ready queue on the CPU is not 

a constant value. For example, when the number of processes in the ready queue is 

small, e.g. 5, the context switching time on Windows NT is about 5/iS. However, 

if the number of processes in the ready queue is increased by a factor of 10, as was 

done between experiment one and experiment four, then the context switching time 

increases to about 10/is [Ref. 15]. 

Another candidate for consideration is the contention of the network resources. 

Contention of network resources is analogous to the context switching of the CPU. 

For example, if two processes are executing on different machines that are connected 

together via an Ethernet based network, it is possible for the two processes to try to 

transmit at the same time, resulting in messages colliding. When a collision occurs 

a process waits for a random amount of time and then tries to transmit again. The 

incurred delay for this single message to be transmitted is not included in the current 

model. 

The refinements mentioned above would increase the model's estimate of run- 

time. There is also a refinement which would decrease the estimate. Depending upon 

the configuration of the machine, it is possible for the network interface card (NIC) 

to handle part of the job of sending a message, relieving the CPU of of its work. 

Considering the overlap of communication and computation would reduce the run- 

time of a process as compared to our current model which has communication time 

and computation time as additive, i.e., no overlap occurs. 
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Finally, the latency time that we measured is based on a method where small 

messages are transmitted between two processes and a calculation is performed to 

measure the latency. We did not measure the variance of the latency time due to 

sending large messages. Large messages may be fragmented by some protocols and 

thus would incur extra time to process. Measuring the variance due to this fragmen- 

tation would be another candidate method for refining the model. 

B.     CONCLUSIONS 
Our model is detailed enough so that, given a set a parameters that describe 

an application, it will predict the performance of that application on multiple plat- 

forms, e.g., different OSes, without the need to actually run the application on those 

platforms. However, our model still has a closed-form analytical solution and thus, 

is much faster than iterative solutions or simulation. Our model divides the resource 

patterns of a program into two categories: computation load and communication 

load. By predicting each portion separately, and then summing the two together, the 

model estimates the run-time of an application. 

We compared the predicted run-times of our model with the actual run-times 

of our emulator in four experiments. The purpose of these experiments was to validate 

the model with reality. The results, presented in Chapter IV, show that the model 

is effective at predicting the relative performance of a number of different types of 

applications, on two different OSes, Linux and Windows NT. 

This is useful, for example, in situations where we may schedule an application, 

given available resource pool, one application at a time. Once a resource, or set of 

resources have been allocated, then these resources are removed from the available 

pool until the application completes. During the application's run-time, the scheduler 

can schedule the next application on the remaining resources. 

Using relative performance is not the optimum way to schedule applications 

to resources. A better method would be able to still consider the already allocated 
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resources for scheduling. For example, a particular application may complete sooner 

on the already allocated resources even if it has to share these resources. In order to. 

do this type of scheduling, we would need to know absolute performance. Our model 

comes close to predicting absolute performance for applications that our similar to 

those used in our third experiment. However, in all other experiments, our model 

would need to include more detail to improve its ability to accurately predict absolute 

performance. 
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APPENDIX A. EXPERIMENTAL DATA 

This appendix contains the results from our experiments. Table XIII lists the 

schedule numbers and machines assignments of each schedule. For example, schedule 

6 has a machine assignment of 321. The machine assignment column maps the process 

to machine, for example, 321 means process 1 is assigned to machine 3, process 2 is 

assign to machine 2 and process 3 is assigned to machine 1, as shown in Figure 18. 

D Process A 
D Process B 
11 Process C 

Machine 1 
2) Machine 2 

Machine 3 

Figure 18. Mapping of Process to Machine 
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Schedule Machine 
Number Assignment 

1 111 
2 211 
3 311 
4 121 
5 221 
6 321 
7 131 
8 231 
9 331 
10 112 
11 212 
12 312 
13 122 
14 222 
15 322 
16 132 
17 232 
18 332 
19 113 
20 .213 
21 313 
22 123 
23 223 
24 323 
25 133 
26 233 
27 333 

Table XIII. Mapping of Schedule Number to Machine Assignments 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 70.2 2.2 42.1 
2 211 47.5 2.9 28.4 
3 311 48.4 3.0 28.4 
4 121 48.6 3.1 28.4 
5 221 47.9 2.9 28.4 
6 321 30.0 1.9 14.6 
7 131 48.7 3.4 28.4 
8 231 28.9 2.2 14.6 
9 331 48.2 2.7 28.4 
10 112 49.2 3.1 28.4 
11 212 46.4 3.2 28.4 
12 312 29.9 2.1 14.6 
13 122 48.3 3.3 28.4 
14 222 64.7 3.3 42.1 
15 322 47.6 3.3 28.4 
16 132 29.7 1.9 14.6 
17 232 47.9 3.1 28.4 
18 332 49.1 3.7 28.4 
19 113 49.2 2.5 28.4 
20 213 29.1 1.7 14.6 
21 313 49.6 3.1 28.4 
22 123 29.6 1.7 14.6 
23 223 47.8 3.1 28.4 
24 323 49.0 2.8 28.4 
25 133 48.8 2.9 28.4 
26 233 48.9 2.8 28.4 
27 333 65.0 3.2 42.1 

Table XIV. Linux Results for Experiment One: GUI, 25 Messages, Synchronous, time 
in seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 44.5 6.1 7.8 
2 211 30.6 4.3 5.6 
3 311 30.6 3.7 5.6 
4 121 29.9 3.3 5.6 
5 221 29.5 3.1 5.6 
6 321 21.7 3.6 3.2 
7 131 29.6 3.3 5.6 
8 231 21.6 3.1 3.2 
9 331 31.2 4.3 5.6 

10 112 30.5 3.7 5.6 
11 212 29.7 3.7 5.6 
12 312 21.7 3.4 3.2 
13 122 29.5 3.0 5.6 
14 222 43.2 6.4 7.8 
15 322 30.3 3.2 5.6 
16 132 22.2 3.0 3.2 
17 232 30.5 2.9 5.6 
18 332 32.5 6.4 5.6 
19 113 30.3 3.5 5.6 
20 213 21.2 3.4 3.2 
21 313 30.3 3.3 5.6 
22 123 22.3 2.4 3.2 
23  . 223 30.0 2.6 5.6 
24 323 29.7 4.2 5.6 
25 133 30.0 3.7 5.6 
26 233 29.5 3.4 5.6 
27 333 43.9 5.1 7.8 

Table XV. NT Results for Experiment One: GUI, 25 Messages, Synchronous, time in 
seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 71.1 2.6 42.1 
2 211 50.9 2.8 28.4 
3 311 51.1 2.8 28.4 
4 121 50.6 2.1 28.4 
5 221 50.8 2.1 28.4 
6 321 28.9 1.2 14.6 
7 131 51.4 2.5 28.4 
8 231 29.5 1.3 14.6 
9 331 49.8 3.3 28.4 
10 112 51.8 2.6 28.4 
11 ' 212 51.0 2.8 28.4 
12 312 29.1 1.3 14.6 
13 122 51.0 2.7 28.4 
14 222 71.0 2.6 42.1 
15 322 51.7 3.1 28.4 
16 132 29.6 1.1 14.6 
17 232 51.2 2.6 28.4 
18 332 50.5 3.3 28.4 
19 113 51.5 3.2 28.4 
20 213 28.9 1.1 14.6 
21 313 50.8 3.1 28.4 
22 123 29.7 1.3 14.6 
23 223 50.7 2.6 28.4 
24 323 51.0 3.0 28.4 
25 133 50.7 2.7 28.4 
26 233 51.6 2.6 28.4 
27 333 73.8 3.4 42.1 

Table XVI. Linux Results for Experiment Two: non-GUI, 25 Messages, Synchronous, 
time in seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 21.3 4.0 4.4 
2 211 14.7 2.7 3.2 
3 311 14.8 3.9 3.2 
4 121 15.0 2.9 3.2 
5 221 15.0 3.5 3.2 
6 321 10.8 1.7 2.0 
7 131 14.4 3.4 3.2 
8 231 11.0 1.6 2.0 
9 331 14.7 4.0 3.2 

10 112 14.9 3.0 3.2 
11 212 15.6 3.1 3.2 
12 312 11.6 1.1 2.0 
13 122 15.1 3.3 3.2 
14 222 21.0 3.9 4.4 
15 322 15.2 3.3 3.2 
16 132 11.0 1.3 2.0 
17 232 15.4 3.4 3.2 
18 332 14.8 3.0 3.2 
19 113 15.0 3.5 3.2 
20 213 11.2 1.6 2.0 
21 313 14.5 2.8 3.2 
22 123 11.7 1.5 2.0 
23 223 15.4 3.8 3.2 
24 323 14.7 3.6 3.2 
25 133 15.1 3.1 3.2 
26 233 15.5 3.0 3.2 
27 333 21.0 3.9 4.4 

Table XVII. NT Results for Experiment Two: non-GUI, 25 Messages, Synchronous, 
time in seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 52.1 1.8 42.1 
2 211 36.1 0.9 28.4 
3 311 36.6 0.7 28.4 
4 121 36.4 0.9 28.4 
5 221 36.4 0.8 28.4 
6 321 17.1 0.4 14.6 
7 131 36.7 0.8 28.4 
8 231 16.9 0.4 14.6 
9 331 36.1 0.9. 28.4 

10 112 36.7 0.8 28.4 
11 212 36.5 1.1 28.4 
12 312 17.1 0.3 14.6 
13 122 36.5 0.8 28.4 
14 222 52.3 1.5 42.1 
15 322 36.6 0.7 28.4 
16 132 17.0 0.3 14.6 
17 232 36.7 1.1 28.4 
18 332 36.1 1.2 28.4 
19 113 36.6 0.9 28.4 
20 213 17.1 0.3 14.6 
21 313 35.9 1.0 28.4 
22 123 17.0 0.3 14.6 
23 223 36.6 1.0 28.4 
24 323 36.0 0.9 28.4 
25 133 36.3 1.0 28.4 
26 233 36.4 1.0 28.4 
27 333 51.3 2.1 42.1 

Table XVIII. Linux Results for Experiment Three:  non-GUI, 25 Messages, Asyn- 
chronous, time in seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 6.0 0.6 4.5 
2 211 5.0 0.8 3.3 
3 311 4.0 0.3 3.3 
4 121 4.0 0.3 3.3 
5 221 4.0 0.9 3.3 
6 321 2.0 0.1 2.0 
7 131 4.0 0.2 3.3 
8 231 2.0 0.1 2.0 
9 331 4.0 0.3 3.3 

10 112 4.0 0.3 3.3 
11 212 4.0 0.2 3.3 
12 312 2.0 0.1 2.0 
13 122 4.0 0.2 3.3 
14 222 6.0 0.8 4.5 
15 322 4.0 0.2 3.3 
16 132 2.0 0.1 2.0 
17 232 4.0 0.2 3.3 
18 332 4.0 0.4 3.3 
19 113 4.0 0.3 3.3 
20 213 2.0 0.1 2.0 
21 313 4.0 0.3 3.3 
22 123 2.0 0.1 2.0 
23 223 4.0 0.2 3.3 
24 323 4.0 0.2 3.3 
25 133 4.0 0.2 3.3 
26 233 4.0 0.4 3.3 
27 333 6.0 0.6 4.5 

Table XIX. NT Results for Experiment Three: non-GUI, 25 Messages, Asynchronous, 
time in seconds. 

72 



Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 134.7 0.3 47.7 
2 211 89.9 0.2 48.6 
3 311 89.9 0.3 48.6 
4 121 89.8 0.2 48.6 
5 221 88.5 0.2 48.6 
6 321 45.1 0.1 42.7 
7 131 90.1 0.3 48.6 
8 231 45.2 0.1 42.7 
9 331 88.6 0.3 48.6 
10 112 90.1 0.2 48.6 
11 212 88.5 0.2 48.6 
12 312 45.2 0.2 42.7 
13 122 88.6 0.2 48.6 
14 222 132.7 0.3 47.7 
15 322 88.6 0.2 48.6 
16 132 45.1 0.3 42.7 
17 232 88.6 0.2 48.6 
18 332 88.7 0.2 48.6 
19 113 90.3 0.2 48.6 
20 213 45.4 0.3 42.7 
21 313 88.6 0.2 48.6 
22 123 45.3 0.2 42.7 
23 223 91.0 7.6 48.6 
24 323 88.7 0.2 48.6 
25 133 88.7 0.2 48.6 
26 233 88.8 0.3 48.6 
27 333 132.5 0.5 47.7 

Table XX. Linux Results for Experiment Four:   non-GUI, 1250 Messages, Asyn- 
chronous, time in seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1 111 134.7 0.3 47.7 
2 211 89.9 0.2 48.6 
3 311 89.9 0.3 48.6 
4 121 89.8 0.2 48.6 
5 221 88.5 0.2 48.6 
6 321 45.1 0.1 42.7 
7 131 90.1 0.3 48.6 
8 231 45.2 0.1 42.7 
9 331 88.6 0.3 48.6 

10 112 90.1 0.2 48.6 
11 212 88.5 0.2 48.6 
12 312 45.2 0.2 42.7 
13 122 88.6 0.2 48.6 
14 222 132.7 0.3 47.7 
15 322 88.6 0.2 48.6 
16 132 45.1 0.3 42.7 
17 232 88.6 0.2 48.6 
18 332 88.7 0.2 48.6 
19 113 90.3 0.2 48.6 
20 213 45.4 0.3 42.7 
21 313 88.6 0.2 48.6 
22 123 45.3 0.2 42.7 
23 223 91.0 7.6 48.6 
24 323 88.7 0.2 48.6 
25 133 88.7 0.2 48.6 
26 233 88.8 0.3 48.6 
27 333 132.5 0.5 47.7 

Table XX. Linux Results for Experiment Four:   non-GUI, 1250 Messages, Asyn- 
chronous, time in seconds. 
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Schedule Machine Actual Predicted 
Number Assignment (avg) (std dev) 

1.0 111.0 29.8 4.5 13.8 
2.0 211.0 18.1 0.7 24.6 
3.0 311.0 17.9 1.1 24.6 
4.0 121.0 18.0 0.7 24.6 
5.0 221.0 18.6 2.9 24.6 
6.0 321.0 18.5 1.3 32.3 
7.0 131.0 18.0 0.7 24.6 
8.0 231.0 18.5 0.3 32.3 
9.0 331.0 18.3 2.6 24.6 
10.0 112.0 18.1 0.8 24.6 
11.0 212.0 19.6 4.7 24.6 
12.0 312.0 19.0 4.3 32.3 
13.0 122.0 18.5 2.6 24.6 
14.0 222.0 27.7 1.7 13.8 
15.0 322.0 18.8 1.0 24.6 
16.0 132.0 18.7 0.3 32.3 
17.0 232.0 18.3 0.8 24.6 
18.0 332.0 18.7 2.3 24.6 
19.0 113.0 17.9 1.5 24.6 
20.0 213.0 19.2 0.5 32.3 
21.0 313.0 17.8 0.9 24.6 
22.0 123.0 18.6 1.2 32.3 
23.0 223.0 17.8 1.4 24.6 
24.0 323.0 19.3 0.6 24.6 
25.0 133.0 23.0 3.1 24.6 
26.0 233.0 19.0 0.7 24.6 
27.0 333.0 28.5 1.8 13.8 

Table XXI. NT Results for Experiment Four: 
chronous, time in seconds. 

non-GUI, 1250 Messages, Asyn- 
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APPENDIX B. TERMS AND ACRONYMS 

ATM Asynchronous Transfer Mode 
ATM Automated Teller Machine 
CORBA Common Object Request Broker Architecture 
COTS Commercial Off the Shelf 
CPU Central Processing Unit 
CWCT Computation Wall-clock Time 
DCT Dilated Communication Time 
DES Descrete Event Simulation 
DOS Distributed Operating System 
EOS Earth Observing System 
ETC Expected Time for Completion 
I/O Input/Output 
IP Internet Protocol 
JVM Java Virtual Machine 
NIC Network Interface Card 
MSHN Manangement System for Heterogeneous Networks 
NSWC Naval Surface Warfare Center 
ORB Object Request Broker 
OS Operating System 
QoS Quality of Service 
RMS Resource Management System 
TCP Transmission Control Protocol 
UDP User Datagram Protocol 
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